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Normally, my white papers and PowerPoint presentations about database benchmarking 
rely upon industry standard tests such as the TPC-C or TPC-H (www.tpc.org). But that’s 
not too useful in terms of real-world applicability for many people. Because unless you’re 
testing new hardware (such as for an upgrade or replacement), the standard tests probably 
will not have clear and obvious relevance. So in this paper, I’m going to show how to use 
Toad to monitor and diagnose your database’s performance for your own applications. If 
your database could benefit from supporting 60% more users (load) while also increasing 
both transaction throughput (TPS) and average response time by 30% - then read on ☺ 
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Rather than spending inordinate amounts of time deciphering individual explain plans or 
trying to guestimate what (if any) database parameters might result in substantial run-
time improvements, its much easier to simply execute your application code and monitor 
the systems’ stress points with Toad. Now don’t get me wrong, I really do think explain 
plans are a great tool for both unit testing and code reviews. But few non-trivial database 
applications exist of individual and isolated SQL commands that can be effectively tuned 
in relative seclusion. Plus, we sometimes are not entirely sure how to best and correctly 
interpret complex individual explain plans due to the sometimes obscured dependencies. 
 
So what’s needed is a database optimization method that’s simple, effective and reliable. 
Luckily Toad offers just such a tool, it’s called “scalability testing” (and is accomplished 
via integration with our Benchmark Factory software). Moreover, Toad with the optional 
DBA Module has sufficient monitoring and diagnostic tools to further expedite the tuning 
process. In fact, the process can be simplified as follows: 
 

1.� Identify the code you wish to stress test (i.e. SQL, PL/SQL, C, C++, etc) 
2.� Establish a meaningful metric for acceptability (e.g. <= 2 seconds per transaction) 
3.� Establish a scalability target for either throughput and/or max load (e.g. 100 users) 
4.� Run identified code from within Toad or BMF to establish a performance baseline 
5.� Run Toad’s static analysis tools to potentially identify and correct some issues 
6.� Repeat the following iterative cycle until results meet target: 

a.� Reset required data to initial test state (e.g. truncate and import) 
b.� Launch Toad – specifically the following 5 screens: 

i.� Server Statistics with refresh of 60 seconds 
ii.� DB Monitor (DBA Module) with refresh of 30 seconds 

iii.� DB Probe (DBA Module) with refresh of five minutes 
iv.� ADDM/AWR (DBA Module) and take initial snapshot 
v.� Redo Log Frequency Map (DBA Module) 

c.� Run identified code from within Toad or BMF to measure iteration’s 
performance under increasing concurrent user load vs. goal or target 



d.� Screen snapshot to file and examine the above five Toad screens looking 
for the most probable performance issue to address (note that often you’ll 
get more than one conclusive answer across these five screens, just choose 
whichever seems to offer the best potential, fix and then repeat the above) 
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So how well does this performance optimization methodology work? The best answer 
will be to simply walk you through an example – and show the achieved results. While 
this example may not 100% perfectly match your expectations and environment, you’ll 
still essentially get the gist of the technique. It’s actually quite easy and very effective ☺ 
 
First, decide upon some database application code that you wish to stress test for optimal 
performance and scalability. In this example, I’m simply going to stress test a PL/SQL 
stored procedure. The process is identical for both functions and packages. In this case I 
simply open Toad’s Schema Browser and select the stored procedure of interest, do a 
right hand mouse, and choose Test Scalability. That’s pretty much all there is to it. 
 

 
 
Toad will automatically launch the streamlined BMF graphical user interface wizard 
shown below: 
 



 
 
You simply step through the wizard and answer a few basic questions, and then Toad will 
create, run and report on a BMF Scalability project. The only non-trivial question that 
you’ll need to answer is how many concurrent users to stress test for – as shown here: 
 



 
 
Of course there are no hard and fast rules here. I chose this range and increment because 
the database and tools are all sitting on my notebook – and that’s about as much load as 
makes sense. But if I were going to test against an actual database server, I’d simply open 
up that range to something like from 100 to 2000 users in increments of ten. At this point, 
Toad then simply runs BMF in the background with the simplified screen below as your 
main focal point: 
 



 
 
Now if you refer to my other recent paper: The Top Five Database Benchmarking 
Questions (www.quest.com/Quest_Site_Assets/WhitePapers/WP_Top5_DBBenchmarking_ScalzoFinal.pdf), 
where I answer in question #4 how one determines the maximum load a server can 
sustain. You simply look for the inflection point in the graph where the TPS notably 
increases, while the average response time exceeds your limit. Sometimes that not too 
easy to do since the points may not line up perfectly – but you’ll be able to make an 
educated guess. Below are the two graphs the Toad BMF wizard makes accessible: 
 



 
 

 
 
Now there are at least five things that I dislike about using Toad’s current built-in Test 
Scalability feature (and that I genuinely hope to see addressed in an upcoming release). 
 



First, I have to look at these two distinct graphs and form a mental image of where they 
cross each other. I’d have to press the “Run Reports” button and launch into BMF to see 
just a single diagram with both lines. And that’s simply one more step and thus thing for 
me to mess up – so I prefer just do all my test executions and reporting from within BMF 
itself. That way I can see one simple chart with all my lines of interest cleanly displayed. 
 
Second, Toad’s Test Scalability answers the wrong question of “What’s the throughput 
(TPS) for each iteration’s user load? That’s actually not too much better than the standard 
benchmarks’ test results in many cases. So what if my wife’s BMF 745 can go 135 MPH, 
there’s no road where she can actually do that. So what’s the point? The same can be said 
for how many concurrent users the server can sustain. Often the throughput (TPS) graph 
continues to slope upward long after the threshold for maximum run-time threshold has 
been surpassed. Thus throughput is clearly not the best measure for true success. 
 
Third, I generally prefer to perform a different type of scalability test that BMF refers to 
as “Custom Goal” tests (as shown below). Because my end-users typically express their 
demands based upon time – for example all database transactions must take two seconds 
or less. So ideally I need a test tailored for finding the previously mentioned inflection 
point where TPS may still increase, but response time is max’ed out – which is exactly 
what the Goal test does for me. So now there’s even one less step for me to mess up ☺ 
 

 



 
Fourth, Toad’s Test Scalability test does not offer me an easy way to control the accurate 
interpretation of the results based upon the nature of the code being stressed. Look back 
at the first screen snapshot of my COUNT_TAPES procedure – it has 4 DML statements. 
So now I have to manually remember divide all intermediate and final results by four, lest 
I over estimate my true scalability. Once again I make far too many mistakes to rely upon 
my own meager skills and attention to such details. I prefer the Goal test method, where I 
can specify that DML to transaction ration once (as shown below where I simply divide 
my time per transaction requirement by the number of DML statements in the unit being 
tested) – and thus do not risk making any stupid user mistakes. This may not be the most 
scientific approach, but it is somewhat less apt to overstate the results due to the division. 
 

 
 
Fifth and finally, this stream-lined interface only supports testing simple SQL statements 
and/or stored PL/SQL code. It won’t work for complex SQL scripts or compiled “3-GL” 
application code. What if I want to perform the above for my complex SQL*Plus script 
or COBOL code? If it cannot be readily worked upon in Toad, then it’s difficult to user 
this built-in interface to handle. It’s much easier to simply launch BMF and create a 
custom load test fed by either importing a SQL script or an Oracle trace file (shown 
here). 
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OK – so we’ll finally have the two main prerequisites: we know what our goal is and how 
we’ll test it. All that’s left is the iterative steps to interpret the monitored findings, fix one 
specific and thus attributable issue, and then repeat until the results are acceptable. That’s 
where we use those previously mentioned Toad utilities and screens. Now I’m not going 
to show every screen for each iteration – because that would take far too long. Instead I’ll 
show each of the utilities or screens just once, from iteration where that screen’s output 
was paramount. Your results and mileage may vary – but the process remains the same. 
 
Just after taking our baseline test run (i.e. test run #1), we want to use some of Toad static 
analysis screens to identify possible improvements to both the database server’s operating 
system and database configuration parameters. In my case I’m running a 64-bit Windows 
2003 R2 Enterprise Server and 64-bit Oracle 10.2.0.3. So given the baseline test I’ve just 
run, could anything very basic be setup to increase performance. Shown below is Toad’s 
Windows Registry Parms screen (with corrected values displayed). There is a somewhat 
similar operating system configuration check screen for UNIX (HP/UP, IBM AIX, Sun 
Solaris and Tru64) and Linux. I also ran the Toad Database Health check – which also 
found a couple small general performance suggestions. 



 

 
 
After test run #2, all the Toad screens told me the same thing – my Redo Logs were not 
keeping pace with the rest of the database. I’m going to show this particular issue via the 
“Server Statistics” screen – because that’s where it was the most pronounced (as shown 
below). While this somewhat older screen may not be the most informative or up-to-date, 
it nonetheless does turn up a few gems every now and then. So it’s worth a shot. So why 
were my Redo Logs an issue? Because I had made two very silly mistakes using Oracle’s 
Database Configuration Assistant (DBCA) to create my database. First, I had accepted 
the default Redo Log file size of 50M – even though I knew my chosen test code would 
hammer the database. And second, I had left my Redo Logs in their default location: 
D:\Data\SID – because I had setup my D: Drive as a RAID-0 and chosen to place all my 
files into the same location (i.e. so as to use the most spindles). But we all know that it’s 
best to place Redo Log files on their own separate device – that the popular Oracle Stripe 
and Mirror Everything (SAME) paradigm applies to the data files. But that easy choice in 
DBCA led me astray and placed everything (including Redo Logs) on my D: Drive. I just 
missed it ☺ And the Toad Redo Log Frequency map clearly showed that I had as many 
as 91 log switches in just one hour! 
 



 
 
After test run #3, several screens – and especially the Toad Database Monitor – make it 
quite clear that I’ve got far too many parses (shown below). Now I can not simply switch 
this particular application to make better use of bind variables – so instead I will have to 
resort changing the following init.ora parameters: 
 

� � CURSOR_SHARING = FORCE 
� � CURSOR_SPACE_FOR_TIME = TRUE 

 
Note that since my shared pool was not stretched too far, these changes were safe. But be 
careful that you’re not making a bad situation worse by over-committing your shared 
pool allocation. It’s easier to do than you might think. 



 
 
After test run #4, several screens – and especially the Toad DB Probe – show that other 
init.ora parameters and SGA memory allocations could be improved. Look below at all 
the yellow exclamation points and the SGA memory effectiveness. In fact the DB Probe 
shows so many issues – we need to make two passes based just on the implications in 
order to know for sure what changes resulted in what improvements. So first we’ll 
address the many init.ora parameters that are set poorly – for example, why keep trace 
and timed statistics turned on and suffer their overhead. I even decided to reduce the Java 
Pool size to zero since I knew that I’m using no Java code inside my database. My point 
is that there are a plethora of little tweaks exposed here that can result in significant and 
measurable run-time improvements.�
 



 
 
After test run #5, even though the DB Probe shows that my SGA memory allocations are 
generally too large – and thus not effectively utilized, the real issues is exposed by the 
Toad ADDM report. It shows that the database server’s operating systems is performing 
excessive memory paging. That actually confirms what the DB Probe had alluded to. So 
now we need to address that. Thus I chose to reduce the size of my overall SGA memory 
allocation – and more specifically, to not rely just solely on the newer SGA_TARGET 
parameter (which DBCA had set based on my selections). I now chose to also specify the 
SHARED_POOL_SIZE and other parameters to force certain minimums and better 
overall allocations based upon these screens’ feedback. Note too that the Toad AWR 
report confirmed this find as well in its top five wait states chart. Of course you need to 
be running Oracle 9i or 10g – and be licensed to use these Oracle advanced features. 
 



 
 
After test run #6, the ADDM and AWR screens once again quickly identify my new 
bottlenecks – shared pool latch contention (shown below). Now there may have been 
additional fixes I could have made – but I could not identify them. So since I had done 
enough iterations to satisfy my investigative nature – I figured that was sufficient to then 
examine and judge my actual measured results. Other more capable DBA’s may have 
been able to iterate several more times based upon Toad screen information – and thus 
achieved even better final run-time improvements than me. So don’t give up too soon ☺ 
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Below are the complete results from repeating these iterative monitoring and diagnostic 
steps 6 times within Toad. While the following overall graph is easy to follow – namely 
that each run permitted additional concurrent users and decreasing response times – it’s 
the spreadsheet directly below that really drives the point home: I got 57% more users 
and 31% faster response time on the exact same hardware for the exact same code! And 
trust me, database server hardware upgrades to mirror these results would cost far more 
than the trivial price of Toad and a few hours DBA time. And I’ve even seen where such 
testing has resulted in as much as 150% improvements per iteration! So truly the sky is 
the limit for scalability test results when using Toad ☺ 
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